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Summary. A framework for causal inference from two-level factorial designs is proposed,
which uses potential outcomes to define causal effects. The article explores the impact of
non-additivity of unit-level treatment effects on Neyman’s repeated sampling approach for
estimation of causal effects and on Fisher’s randomization tests on sharp null hypothesis
in these designs. The framework allows for statistical inference from a finite population,
permits definition and estimation of estimands other than “average factorial effects” and
leads to more flexible inference procedures than those based on ordinary least squares
estimation from a linear model.
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1. Introduction

Factorial designs were originally developed in the context of agricultural experiments
(Yates, 1937; Fisher, 1935). A 2K factorial design involves 2K treatment combinations
arising fromK factors, each at two levels, where each ofN units in the study is exposed to
one of the treatment combinations, thereby defining 2K potential outcomes for each unit
(i.e, what would be discovered if that unit were exposed to that treatment combination).
The usual estimands, or objects of interest, are comparisons across all units between the
value of potential outcomes under a disjoint set of treatment combinations. Traditionally,
in 2K factorial designs, the estimands are the 2K − 1 factorial effects, which are defined
by comparisons involving linear contrasts of the potential outcomes called K main effects
and

(
K
j

)
j-factor interactions for j = 2, . . . ,K. These main effects and interactions can

be estimated using standard linear models, typically fitted using ordinary least squares
(OLS).

Since their introduction, factorial designs, in spite of having been widely used for in-
dustrial experimentation, have found few applications in social, behavioral and biomedi-
cal (to be abbreviated as SBB henceforth) experiments. However, in recent times, there
has been a considerable amount of interest in the possibility of application of such designs
in SBB experiments (Chakraborty et al., 2009; Collins et al., 2009). Whereas certain as-
pects of typical multi-factor SBB experiments, such as a small number of factors (mostly



2 Dasgupta et al.

qualitative, thereby making choice of levels obvious) make their application apparently
easier, there are some aspects that complicate their application as well. Such aspects
include (a) possible non-additivity of treatment effects across units, often a consequence
of a large number of uncontrolled covariates associated with experimental units, which is
uncommon in industrial settings, (b) the desire to distinguish between inference for the
finite population of units in the study (e.g., volunteers) and that from a super popula-
tion, (c) practical difficulties in randomizing units to certain treatment combinations and
(d) non-standard estimands, like the median or a percentile point of unit-level factorial
effects (to be formally defined in Section 3) instead of simply their average.

Most of the above complexities have been addressed in the experimental design and
causal inference literature, although, in a somewhat isolated manner. For example, Cox
(1984) discussed violation of additivity as the presence of interaction and connected it
to the effects of measurable and non-measurable covariates, but concentrated primarily
on “the structure of the expected response, or at least on contrasts of location”. Also,
the scope of the inference in terms of the population of experimental units and the role
of randomization was not quite apparent in the discussion. The importance of being
able to make the distinction between finite and super-population inference has been
acknowledged and addressed by many authors (e.g., Miller (2006)). However, to the best
of our knowledge, this issue has not been addressed in the context of factorial designs
earlier. In order to address (c), it is necessary to incorporate treatment assignment
variables in the model for observed experimental data. Several authors, e.g., Kempthorne
(1955), Bailey (1981, 1991), Wilk (1955a), Wilk and Kempthorne (1957), and Nelder
(1965) have explored such models and their applications to the analysis of data with
complex randomization schemes. However, the nature of randomization complexities
that are typically encountered in SBB experiments can be more extreme than those
encountered in blocked or Latin square designs. For example, in a 22 experiment, the
experimental units may simply refuse to be randomly assigned to certain levels of one of
the two factors (an example is discussed in Section 7), or a doctor may find it unethical
to assign randomly one of the two test treatments to a group of patients. Most of the
works referenced above that incorporates treatment assignment variables in the model
for observed responses focus on analysis of variance, and therefore implicitly consider
the average or expected treatment effect as the estimand. Thus, although some of the
presentations have the potential to accommodate estimands other than the average, how
inference can be drawn about such estimands is explicitly developed.

The foregoing discussion suggests the need for development of a unified framework
for causal inference from factorial designs that addresses the complexities (a)-(d). In
this article, we propose such a framework that utilizes the concept of potential outcomes
that lies at the center stage of causal inference Rubin (2008), sometimes called the
Rubin causal model or RCM (Holland, 1986). We consider 2K designs because they can
be studied as natural extensions of treatment-control studies with a single factor and
are likely to find applications in SBB experiments. It is important to note that Wilk
and Kempthorne (1956) first considered potential outcomes for factorial experiments
with three factors at different number of levels. Through rigorous and tedious algebraic
derivations, they obtained expressions for expected mean squared errors of sources of
variation in the analysis of variance. Although in this work the response model is random
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only through the treatment assignment mechanism and the results do shed some light
on the effect of non-additivity on the analysis of variance, it is not apparent they can be
directly used to address (b), (c) and (d).

The article is organized as follows. In Section 2 we briefly review the potential
outcomes framework for randomized experiments and observational studies involving
a single factor at two levels and discuss it from a historical perspective. In Section
3 we develop the basic framework for defining factorial effects in terms of the poten-
tial outcomes, defining the observed outcome as a function of the potential outcomes
and the assignment mechanism, and for analyzing data from 2K designs. In Sections 4
and 5 respectively, we extend Neymanian (Neyman, 1923) and Fisherian (Fisher, 1935)
randomization-based inference to 2K designs. In Section 6 we develop a Bayesian ap-
proach for causal inference from 2K designs, which we feel is more flexible than either the
full Neymanian or Fisherian perspectives. In Section 7, we demonstrate the advantages
of the Bayesian approach with a practical example. Some concluding remarks are given
in Section 8.

2. A brief review of potential outcomes and their role in causal inference

The first formal notation for potential outcomes was introduced by Neyman (1923)
for randomization-based inference in randomized experiments, and subsequently used
by several authors including Kempthorne (1955), Wilk (1955a), Wilk and Kempthorne
(1956, 1957) and Cox (1958) for causal inference from randomized experiments. The
concept was formalized and extended by Rubin (see Rubin (1974, 1975, 1977, 1978)) for
other forms of causal inference from randomized experiments and observational studies,
and exposition of this transition appears in Rubin (1980).

The early evolution of the potential outcomes framework was motivated by the need
for a clear separation between the object of inference – often referred to as the science
– and what researchers do to learn about the science (e.g., randomly assign treatments
to units). In the context of causal inference, the science is a matrix where the rows
represent N units, which are physical objects at a particular point of time, and the
columns represent potential outcomes under each possible exposure. Thus, for a study
with one factor at two levels represented by 1 and -1, each row of the science can be
written as [Yi(1), Yi(−1)], where Yi(z) is the potential outcome of unit i if unit i receives
treatment z, z ∈ {−1, 1}, indicated by Wi(z) = 1. The representation of the science
is adequate under the stable unit treatment value assumption (SUTVA) as defined by
Rubin (1980).

The causal effect of Treatment 1 versus Treatment -1 for the ith unit is the compar-
ison of the corresponding potential outcomes for that unit: Yi(1) versus Yi(−1) (e.g.,
their difference or their ratio). The “fundamental problem facing inference for causal
effects” (Rubin, 1978) is that only one of the potential outcomes can ever be observed
for each unit. Therefore, unit-level causal effects cannot be known and must be inferred.
The framework permits prediction of unit-level causal effects from either the Neymanian
(Neyman, 1923) perspective or from the Bayesian perspective (Rubin, 1978), although
such estimations are generally imprecise relative to the estimation of population or sub-
population causal effects.
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Although the average causal effects Ȳ (1) − Ȳ (−1) are common estimands in many
fields of application, other summaries of unit-level causal effects may also be of interest
in specific scientific studies. As has been emphasized by Rubin (1974-2010), there is no
reason to focus solely on average causal effects, although this quantity is especially easy
to estimate unbiasedly with standard statistical tools in randomized experiments under
simple assumptions.

Rubin (2010) describes the potential outcomes model in terms of three legs – the first
being to define causal effects using potential outcomes (define the science), the second
being to describe the process by which some potential outcomes will be revealed (the as-
signment mechanism), and the third being the Bayesian posterior predictive distribution
of the missing potential outcomes.

3. Extending the potential outcomes framework to 2K factorial designs

3.1. Defining factorial effects in the potential outcomes framework for a finite popula-
tion

Let the K factors be indexed by k, and let z denote a particular treatment combination
represented by a K-dimensional vector of -1’s and 1’s, where the kth element indicates
whether the kth factor is at its low level (-1) or at its high level (+1), k = 1, . . . ,K.
The number of possible values of z is J = 2K ; and we denote the set of all J treatment
combinations by Z. Let Yi(z) denote the potential outcome of the ith unit if exposed to
treatment z. Note that when introducing this notation, we implicitly make the Stable
Unit Treatment Value assumption (SUTVA), which means that the potential outcome
of a particular unit depends only on the treatment combination it is assigned, and NOT
on the assignments of the remaining units, and that there are no hidden versions of
treatments not represented by the J values of z. All potential outcomes for unit i
comprise the vector Y i of dimension J . Finally, we define the science as the N × 2K

matrix Y of potential outcomes in which the ith row is the J-vector Y i, i = 1, . . . , N ,
and for notational simplicity, assume that N = r2K , where r is an integer representing
the number of replications of each treatment combination.

The main effect of each factor can be defined by contrasting, for each unit, one half
of the potential outcomes with the other half of the potential outcomes. For example,
the difference of the averages of the potential outcomes when factor 1 is at its high level
and at its low level, the so-called “main effect of factor 1”. Of course, other definitions
could be the difference in medians, or the difference in the logarithm of the averages,
but the tradition in the study of factorial experiments is to deal with the difference
of averages, and this is the situation we focus on here. An advantage of focusing on
the difference of averages is that, interaction effects, typically defined in terms of the
conditional main effects (see Nelder (1977) and Wu and Hamada (2011)) can be obtained
by linearly contrasting two halves of potential outcomes and therefore algebraically be
treated exactly in the same way as main effects. Using summary measures other than
the difference of averages, requires further statistical development, for example, to define
unit-level interactions.

A linear factorial effect for each unit is the difference in the averages between one
half of the potential outcomes and the other half. Therefore a factorial effect for unit i
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can be defined by a vector of dimension J , say g, with one half of its elements equal to
-1, and one half equal to +1. Dividing the inner product of vector g with vector Y i by
2K−1, we obtain the g-factorial effect for unit i. There are J−1 such vectors g, which we
index by j = 1, . . . , J −1 and order as follows. The first, g1, generates the main effect of
factor 1; g2 generates the main effect of factor 2; and proceeding this way, gK generates
the main effect of factor K. The definition of the main effect of factor j for unit i, in
terms of potential outcomes is therefore τij = 2−(K−1)g′

jY i, i = 1, . . . , N ; j = 1, . . . ,K.

After the main effects, the next
(
K
2

)
vectors gj generate the

(
K
2

)
two-factor interac-

tions between factors for unit i. The first generates the interaction between factor 1 and
factor 2, the second generates the interaction between factor 1 and factor 3, etc., in the
analogous order, moving on to the two-way interaction between factor K − 1 and factor
K. The definition of the two-way (linear) interaction between factor k and factor k′ for

unit i is therefore τij = 2−(K−1)g′
jY i, i = 1, . . . , N ; j = K+1. . . . ,K+

(
K
2

)
, where each

element of gj is obtained by multiplying the corresponding elements of the g-vectors
representing the main effects of factors k and k′.

The next
(
K
3

)
values of gj generate the

(
K
3

)
three-way interactions for unit i, first

between factor 1, factor 2, and factor 3; followed by between factor 1, factor 2, and factor
4; etc. Each g-vector representing an interaction between three factors is generated by
multiplying the three g-vectors representing the main effects of these factors element-
wise. Proceeding in a similar manner, we finally end with the K-way interaction between
all of the factors, generated by a vector labeled as gJ−1. For completeness and later use,
we label the vector generating the ith unit’s mean potential outcome as g0 = (1, . . . , 1),
so that we have J values of gj , j = 0, . . . , J − 1.

A general factorial effect for unit i defined by vector gj will be denoted by τij , which
is simply a linear combination of unit i’s potential outcomes and can be expressed as

τij = 2−(K−1)g′
jY i, i = 1, . . . , N, j = 1, . . . , J − 1. (1)

The average of these N unit-level factorial effects across the N units for each possible
gj define the J − 1 factorial effect estimands in the finite population:

τ̄.j =
1

N

N∑
i=1

τij = 2−(K−1)g′
jȲ , (2)

where

Ȳ =
1

N

N∑
i=1

Y i. (3)

The factorial effects τ̄.j defined by (2) are the finite-population estimands in the
statistical inference problem. Note that apart from defining the average factorial effect
τ̄.j , the potential outcomes model and the definition of unit-level factorial effects permit
defining the median of unit-level factorial effects or the quantiles of the distribution of
the unit-level factorial effects as population-level factorial effects. Such population-level
effects may be more meaningful estimands in certain scientific queries compared to the
conventional average factorial effects.
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Example: Consider a 22 factorial experiment, where the potential outcomes Y i for
the ith unit are Yi(−1,−1), Yi(−1, 1), Yi(1,−1), Yi(1, 1). The main effects of factors 1
and 2, respectively, are represented by vectors g1 = (−1,−1, 1, 1)′, g2 = (−1, 1,−1, 1)′,
and the two-way interaction between factors 1 and 2 is represented by the vector g3 =
(1,−1, 1,−1)′. The three unit-level factorial effects τi1, τi2 and τi3 are given by 2−1g′

1Y i,
2−1g′2Y i and 2−1g′

3Y i, and the corresponding population-level factorial effects τ̄.1, τ̄.2
and τ̄.3 are 2−1g′

1Ȳ , 2−1g′
2Ȳ and 2−1g′

3Ȳ , where Ȳ is given by (3).

The definitions of unit-level and finite population-level factorial effects can easily
be extended to define factorial effects for a hypothetical super population (Imbens and
Rubin, 2014) by letting the population size N grow infinitely large, keeping the number
of factors K fixed. Super population-level factorial effects are defined as

τ̄SP.j = lim
r→∞

τ̄.j = lim
N→∞

1

N

N∑
i=1

τij , (4)

where τij and τ̄.j are defined by (1) and (2) respectively.

3.2. Assignment mechanism, observed outcomes and unbiased estimation of treat-
ment means

Statistical inference for causal effects requires the specification of an assignment mech-
anism; a probabilistic model for how experimental units are allocated to the treatment
combinations. For 2K factorial designs, we define the following assignment variables:

Wi(z) =

{
1 if the ith unit is assigned to z
0 otherwise.

Clearly, there are 2KN such assignment variables satisfying the following conditions:∑
z

Wi(z) = 1, i = 1, . . . , N, (5)

N∑
i=1

Wi(z) = r, for all z. (6)

Condition (5) follows from the fact that every experimental unit can be allocated to one
and only one treatment combination, whereas (6) specifies the number of replications (r)
for each treatment combination. Depending on the treatment assignment mechanism,
Wi(z) can have different probability distributions. We assume a completely random-
ized treatment assignment so that E(Wi(z)|Y ) = 1/2K for all z, where E(·|Y ) is the
expectation over all possible randomizations.

Denote the observed outcome corresponding to the ith experimental unit by Y obs
i , i =

1, . . . , N , so that

Y obs
i =

∑
z

Wi(z)Yi(z). (7)
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A natural estimator of Ȳ (z), the population mean for treatment combination z, is

Ȳ obs(z) =
1

r

∑
i:Wi(z)=1

Y obs
i =

1

r

N∑
i=1

Wi(z)Yi(z), (8)

which is an unbiased estimator for Ȳ (z) because E(Wi(z)|Y ) = 1/2k = r/N .
We conclude this Section by observing that an unbiased estimator of any population-

level average factorial effect τ̄.j given by (2) can be obtained by replacing the treatment
mean Ȳ (z) by Ȳ obs(z). We will now formally define this estimator and study its repeated
sampling properties.

4. Neymanian randomization-based inference for 2K factorial designs

As observed by Rubin (2008), “Neyman’s form of randomization-based inference can
be viewed as drawing inferences by evaluating the expectations of statistics over the
distribution induced by the assignment mechanism in order to calculate a confidence
interval for the typical causal effect.” Here we study the sampling properties of the
estimated factorial effects ̂̄τ .j defined as

̂̄τ .j = 2−(K−1)g′
jȲ

obs
, (9)

where Ȳ
obs

is the J-vector of average observed outcomes, and investigate the effect
of additivity on the sampling properties under the Neymanian framework. Now, we
state two theorems (proofs in the Appendix) that summarize the sampling properties of
estimated average factorial effects.

Theorem 4.1. For a completely randomized treatment assignment mechanism, the
estimator ̂̄τ .j given by (9) is an unbiased estimator of the factorial effect τ̄.j, that is,
averaging over the randomization distribution of the treatment assignment variables.

Theorem 4.2. For a completely randomized treatment assignment mechanism, the
sampling variance of ̂̄τ .j is

1

22(K−1)r

∑
z

S2(z)− 1

N
S2
j , (10)

where

S2(z) =

N∑
i=1

(Yi(z)− Ȳ (z))2/(N − 1) (11)

denotes the variance of all potential outcomes (with divisor N − 1) for treatment combi-
nation z and

S2
j =

1

N − 1

N∑
i=1

(τij − τ̄.j)
2, (12)

denotes the population variance of all unit level factorial effects τij, i = 1, . . . , N .
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Although Theorem 4.1 is intuitive and straightforward, Theorem 4.2 extends Ney-
man’s (Neyman, 1923) results to 2K factorial designs and provides us with a way to assess
the effect of additivity on the sampling variance of an estimated factorial effect. Clearly,
the term S2

j in the right hand side of (10) cannot be estimated from the experimental
data because none of unit-level factorial effects τij are observable. Let

ρ(z, z∗) =
S2(z, z∗)

S(z)S(z∗)
(13)

be the finite population correlation coefficient among all potential outcomes for treatment
combinations z and z∗, where S2(z) is given by (11), and

S2(z, z∗) =

N∑
i=1

(Yi(z)− Ȳ (z))(Yi(z
∗)− Ȳ (z∗))/(N − 1) (14)

denotes the covariance (with divisor N − 1) among pairs of potential outcomes for two
distinct treatment combinations z and z∗. For the jth factorial effect, define the subsets
Z+
j ,Z−

j ⊂ Z by

Z+
j = {z ∈ Z : jth element of z = +1}, Z−

j = {z ∈ Z : jth element of z = −1} .(15)

Thus Z+
j and Z−

j partition the set Z into two disjoint sets of treatment combinations.
It can be shown after some straightforward algebraic manipulations that

S2
j =

1

22(K−1)

[∑
z∈Z

S2(z) + 2
[ ∑
z∈Z+

j

∑
z∗∈Z+

j

ρ(z, z∗)S(z)S(z∗)

+
∑
z∈Z−

j

∑
z∗∈Z−

j

ρ(z, z∗)S(z)S(z∗) +
∑
z∈Z+

j

∑
z∗∈Z−

j

ρ(z, z∗)S(z)S(z∗)
]]
. (16)

Recall that two distinct treatment combinations z and z∗ are said to have additive
effects if the difference of the unit-level potential outcomes Yi(z) − Yi(z

∗) is the same
for each i = 1, . . . , N . Then a set of necessary and sufficient conditions for “strict”
additivity (i.e., additivity of effects for all treatment combinations) are: (i) S2(z) = S2

and (ii) ρ(z,z∗) = 1 for all z, z∗. Here the constant S2 denotes the common population
variance of potential outcomes for each treatment combination z. It immediately follows
from (16) that a necessary and sufficient condition for strict additivity is: S2

j = 0. Thus,

substituting S2(z) = S2 and S2
j = 0 into (10), we arrive at the following corollary

Corollary 4.2.1. Under strict additivity of treatment effects, for any factorial ef-
fect τ̄.j, the sampling variance of ̂̄τ .j is

Var(̂̄τ .j |Y ) =
4

N
S2. (17)
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It is well known (e.g., Wu and Hamada (2011), Chapter 4) that, under the assump-
tion of a linear model with additive independent and identically distributed errors with
common variance σ2, the sampling variance of estimators of super population-level es-
timands τ̄SP.j is (4/n)σ2, where n is a finite sample of units chosen randomly for the
experiment from the super population. Here we show that an analogous result holds
for estimators of finite population-level estimands under the strong assumption of strict
additivity. It may be noted that strict additivity is a hypothetical condition rarely met
in real life and particularly in SBB experiments; however is often implicitly assumed in
the absence of information on correlation between potential outcomes.

Next, to explore the effect of non-additivity on sampling variances, we consider a
special case where S2(z) = S2 and ρ(z, z∗) = ρ(< 1) for all z, z∗, which is known as
compound symmetry of the variance-covariance matrix. Substituting the two conditions
into (16), we have (see Appendix for a proof of (18))

S2
j =

1

2K−2
(1− ρ)S2, (18)

and consequently obtain the following corollary:

Corollary 4.2.2. If non-additivity of treatment effects is characterized by com-
pound symmetry of the potential outcomes, then the sampling variance of ̂̄τ .j is

Var(̂̄τ .j |Y ) =
4

N

(
1− 1− ρ

2K
)
S2. (19)

Under the assumption of compound symmetry of the potential outcomes, to ensure
positive definiteness of the 2K×2K matrix of population variances, S2(z) and population
covariances S2(z, z∗), we must have ρ > −1/(2K − 1). Therefore, from (17) and (19), a
third corollary on the bounds of Var(̂̄τ .j |Y ) can immediately be established:

Corollary 4.2.3. Under compound symmetry, the sampling variance of each esti-
mated factorial effect satisfies the following bounds:

4

N
(1− 1

2K − 1
)S2 < Var(̂̄τ .j |Y ) ≤ 4

N
S2. (20)

Two interesting observations follow from Corollaries 4.2.2 and 4.2.3. First, Var(̂̄τ .j |Y )
is largest under strict additivity. This was noted by Imbens and Rubin (2014) for a single-
factor experiment; our result (4.2.3) extends this to the multi-factor case. Second, under
compound symmetry, the effect of non-additivity gets smaller as the number of factors
K increases.

As an illustration of how the above results can help understand the effect of lack
of additivity on the sampling variance of estimated factorial effects, consider the case
of a 22 design with the four treatment combinations (-1,-1), (-1,1), (1,-1) and (1,1).
Then, under strict additivity, the estimators of the causal effects τ̄.1, τ̄.2 and τ̄.3 have
the same sampling variance S2/r, where r = N/4 denotes the number of replications.
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Under the assumption of compound symmetry, the estimators have the same variance:
(3 + ρ)S2/(4r).

The assumption of a common correlation among potential outcomes of all pairs of
treatment combinations is strong. A more realistic potential outcomes model may be
one that assumes different correlations associated with different factors. Assume that, in
a 22 experiment, the potential outcomes are correlated only if they correspond to a fixed
level of factor 1, and are uncorrelated otherwise. This means, out of the six possible
pairs of potential outcomes, only two – (Y (−1,−1), Y (−1, 1)) and (Y (1,−1), Y (1, 1)) –
have a non-zero correlation coefficient ρ, and the matrix R of all correlation coefficients
ρ(z, z∗) has the following structure:

R =


1 ρ 0 0
ρ 1 0 0
0 0 1 ρ
0 0 ρ 1

 . (21)

Then, by successive application of (16) and Theorem 4.2, it follows that the sampling
variance of ̂̄τ .1 equals (3 + ρ)S2/(4r), whereas the sampling variances of ̂̄τ .2 and ̂̄τ .3 are
both equal to (3− ρ)S2/(4r). This example makes it clear that the sampling variances
of estimated factorial effects can be severely affected by lack of additivity, and may be
different depending on the structure of the correlation matrix R. Unfortunately, without
additional information or assumptions, there is no way one can estimate the correlation
matrix from data.

So far we have considered the sampling distribution of estimated factorial effects
individually. For factorial designs, it is also important to study the joint distribution
of all the estimated factorial effects because one may be interested in making inference
on the presence or absence of a subgroup of factorial effects or in separating “active”
effects from the inactive or noise effects. The following result gives an expression for the
sampling covariance between two estimated factorial effects for a finite population.

Theorem 4.3. Let τ̄.j and τ̄.j′ denote two distinct factorial effects. For a completely
randomized treatment assignment mechanism, the covariance between the estimated fac-
torial effects ̂̄τ .j and ̂̄τ .j′ is

1

22(K−1)r

[ ∑
z∈Z−

j

∩
Z−

j′

S2(z)−
∑

z∈Z−
j

∩
Z+

j′

S2(z)−
∑

z∈Z+
j

∩
Z−

j′

S2(z) +
∑

z∈Z+
j

∩
Z+

j′

S2(z)
]
− 1

N
S2
jj′ ,

where S2(z) is given by (11), and

S2
jj′ =

1

N − 1

N∑
i=1

[τij − τ̄.j ][τij′ − τ̄.j′ ] (22)

denotes the finite population covariance between all unit level factorial effects τij and
τij′, i = 1, . . . , N .

Note that Cov(̂̄τ .j , ̂̄τ .j′) has a form that is very similar to the expression for Var(̂̄τ .j)
obtained in Theorem 4.2 in the sense that it involves the term S2

jj′ which is non-estimable
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like S2
j in Theorem 4.2. Noting that, under strict additivity, S2(z) = S2 for all z ∈ Z

and S2
jj′ = 0 for all j ̸= j′, we have the following corollary:

Corollary 4.3.1. For all j ̸= j′, estimated factorial effects ̂̄τ .j and ̂̄τ .j′ are uncor-
related under strict additivity.

To explore the effect of non-additivity on Cov(̂̄τ .j , ̂̄τ .j′), we again consider the case
of compound symmetry. The following corollary can be established after some algebraic
manipulations (proof in Appendix).

Corollary 4.3.2. For all j ̸= j′, estimated factorial effects ̂̄τ .j and ̂̄τ .j′ are uncor-
related under compound symmetry.

4.1. Estimation of variance and covariance and inference on factorial effects
The Neymanian inference procedure depends on the estimation of the factorial effects
and their sampling variances and covariances. To estimate the sampling variances and
covariances, we first seek an unbiased estimator of S2(z). Clearly, the sample variance
for the treatment combination z, given by

s2(z) =
1

r − 1

∑
i

(Y obs
i − Ȳ obs(z))2, (23)

is an unbiased estimator of S2(z). Inserting s2(z) in place of S2(z), the Neymanian
estimator of Var(̂̄τ .j) can thus be obtained from Theorem 4.2 as:

V̂arNey(̂̄τ .j |Y ) =
1

22(K−1)r

∑
z

s2(z). (24)

Because S2
j is not observable and estimable without assumptions, V̂arNey(̂̄τ .j |Y ) in ex-

pectation is an upper bound on the true sampling variance of ̂̄τ .j . Thus V̂arNey(̂̄τ .j |Y )
overestimates the true sampling variance and is typically referred to as a conservative
estimator (Imbens and Rubin (2014)). The bias S2

j /N depends on the correlation matrix

R of potential outcomes defined in (21). However, from Theorem 3, it follows that the
estimator

ĈovNey(̂̄τ .j , ̂̄τ .j′ |Y ) = − 1

22(K−1)r

[ ∑
z∈Z−

j

∩
Z−

j′

s2(z)−
∑

z∈Z−
j

∩
Z+

j′

s2(z)−
∑

z∈Z+
j

∩
Z−

j′

s2(z) +
∑

z∈Z+
j

∩
Z+

j′

s2(z)
]
(25)

can overestimate or underestimate Cov(̂̄τ .j , ̂̄τ .j′ |Y ) depending on whether S2
jj′ is positive

or negative.

Let τ denote the vector of the J − 1 population-level factorial effects. To draw
inference about τ , consider the statistic:

TN = τ̂ ′Σ̂−1
τ̂ τ̂ , (26)

where τ̂ is the Neymanian estimator of τ ; Στ̂ denotes the true covariance matrix of τ̂ ,

and Σ̂τ̂ its estimator. The diagonal elements of Σ̂τ̂ can be obtained from (24), and the
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off-diagonals from (25). Note that Σ̂τ̂ will be a diagonal matrix under the assumption
of equal variance of potential outcomes for all treatment combinations. For 0 < α < 1,
a 100(1− α)% (Neymanian) confidence region for τ is:{

τ̂ : p1−α/2 ≤ TN ≤ pα/2
}
, (27)

where pα denotes the upper-α point of the asymptotic distribution of TN .
From Corollary 4.2.1, it follows that under the assumption of strict additivity, TN =

(N/4)τ̂ ′τ̂/Ŝ2, where Ŝ2 is the estimator of the common variance S2. Substituting

Ŝ2 =
∑

z s2(z)/2K , it is easy to see that, under strict additivity, TN is the ratio of
the treatment mean sum of squares (MSTr) and residual mean sum of squares (MSR),
as defined in the standard analysis of variance framework (e.g., Montgomery (2006)).
Following the work of Wilk (1955b), it can be argued that if strict additivity holds,
the randomization distribution of TN can be approximated by an F distribution with
J − 1, N − J degrees of freedom. Under sampling from a normal super population when
the inference is about the (J−1)-vector of super population estimands τ SP instead of τ ,
this result is exact and much more straightforward to prove. The above mathematical
argument can easily be extended to perform inference on linear combinations c′τ of τ ,
that may be of particular interest to the experimenter. Such linear combinations include
treatment contrasts where c satisfies c′1 = 0.

Also, under a normal approximation (known to be valid under strict additivity),
100(1− α)% (Neymanian) confidence intervals for τ̄.j can be obtained as

̂̄τ .j ± zα/2Ŝ.E.(̂̄τ .j), (28)

where Ŝ.E.(̂̄τ .j) =

√
V̂arNey(̂̄τ .j) denotes the estimated standard error of ̂̄τ .j , which

can be obtained from (24), and zα denotes the upper α point of the standard normal
distribution.

Asymptotic Neymanian inference on individual or a collection of factorial effects
under the proposed framework is essentially the same as the linear-model-based inference
that has been widely used by experimenters and analysts for decades (see, for example,
Wu and Hamada (2011); Box et al. (2005)). However, as noted by (Imbens and Rubin,
2014, Ch. 6) for K = 1, it is imperative that under lack of additivity, the asymptotic
confidence intervals given by (27) and (28) are viewed as conservative in the sense that
they are wider than the “true” intervals that involve the actual standard errors, which
are overestimated in the Neymanian framework. Knowledge of the correlation matrix R,
defined in (21), can shorten the confidence intervals by an amount that depends on the
structure of R and its entries. To illustrate this aspect more formally using the example
of the 22 experiment discussed earlier, consider the following four correlation structures:

R1 =

 1 1 1 1
1 1 1 1
1 1 1 1
1 1 1 1

 ,R2 =

 1 ρ ρ ρ
ρ 1 ρ ρ
ρ ρ 1 ρ
ρ ρ ρ 1

 ,R3 =

 1 ρ 0 0
ρ 1 0 0
0 0 1 ρ
0 0 ρ 1

 ,R4 =

 1 ρ1 ρ2 0
ρ1 1 0 ρ2

ρ2 0 1 ρ1

0 ρ2 ρ1 1

 .

Note that in order to be positive definite, R2 must satisfy −1/3 ≤ ρ ≤ 1 and R4

must satisfy |ρ1 + ρ2| < 1. For compound symmetry, R3 is positive definite for all
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Table 1. Effect of lack of additivity of inference of factorial effects for a 22 design
Correlation 95% CI for factorial effects under
structure perfect knowledge of R assumption of strict additivity (R = R1)

R1 ±1.96× 2 s√
N

for all effects ±1.96× 2 s√
N

for all effects

R2 ±1.96×
√
3 + ρ s√

N
for all effects ±1.96× 2 s√

N
for all effects

R3 ±1.96×
√
3− ρ s√

N
for θ1 ±1.96× 2 s√

N
for all effects

±1.96×
√
3 + ρ s√

N
for θ2, θ12

R4 ±1.96×
√
3− (ρ1 − ρ2)

s√
N

for θ1,

±1.96×
√
3− (ρ2 − ρ1)

s√
N

for θ2, ±1.96× 2 s√
N

for all effects

±1.96×
√
3− (ρ1 + ρ2)

s√
N

for θ12

−1 ≤ ρ ≤ 1. Assume that in all the cases the potential outcomes have the same variance
S2 for all four treatment combinations. Table 1 shows the 95% confidence intervals
(without any corrections for multiple testing) for the three factorial effects τ̄.1, τ̄.2 and
τ̄.3. Lack of knowledge of R leads to the same confidence interval ±1.96× 2 s√

N
for each

factorial effect on every occasion, whereas better inference (tighter confidence intervals)
is possible if such knowledge can be incorporated by conditioning on covariates and
replacing partial correlations for correlations.

5. Fisherian randomization-based inference for 2K factorial designs

Randomization tests are useful tools because they assess statistical significance of treat-
ment effects from randomized experiments without making any assumption whatsoever
about the distribution of the test statistic. Such tests can be used to test Fisher’s sharp
null hypothesis (see Rubin (1980)) of no factorial effect at the unit level, which is a
much more restrictive hypothesis than the traditional one of no average factorial effects.
Randomization tests appear to have rarely been studied in the context of factorial ex-
periments, except for the work by Loughin and Noble (1997), who studied such tests in
the framework of a linear regression model for the observed response with additive error
(in other words, invoking the assumption of strict additivity). Based on our proposed
framework, we present a mathematical formulation for randomization-based procedures
for a 2K factorial experiment. First, in Section 5.1, we develop the methodology for test-
ing an artbitrary sharp null hypothesis using the Fisherian approach. Next, in Section
5.2, we extend the procedure described by Imbens and Rubin (2014) to obtain “Fisherian
Fiducial” intervals (Fisher, 1930; Wang, 2000) for the J − 1 factorial effects τ̄.j .
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5.1. Testing sharp null hypothesis for factorial effects
Let τ i = (τi1, . . . , τi,J−1)

′ denote the (J − 1)-vector of unit-level factorial effects for unit
i. Define the sharp null hypothesis

H
η
0 : τ i = η ∀ i = 1, . . . , N,

where η = (η1, . . . , ηJ−1)
′ is a vector of constants. Let G denote the J × J orthogonal

matrix whose columns are the vectors g0, . . . , gJ−1. Then from (1) it immediately follows
that

Y i = G

(
τi0
τ i/2

)
, (29)

where τi0 = 2−Kg′0Y i denotes the mean of all entries of the vector Y i.
Recall that for the ith experimental unit, the experimenter observes only one potential

outcome Y obs
i . Let Y mis

i denote the (J − 1)-vector of the missing potential outcomes.
Note that the rows of the J×K submatrix formed by columns 2 to K+1 of G represents
the J treatment combinations. Denote by gobsi the row of G that contains the treatment
combination z assigned to unit i, and let the submatrix formed by the remaining J − 1
rows be Gmis

i . Then from (29) we can write(
Y obs
i

Y mis
i

)
=

(
gobsi

Gmis
i

)(
τi0
τ i/2

)
. (30)

Assuming that H
η
0 is true, imputation of the vector of missing potential outcomes

Y mis
i requires two simple steps:

(a) Estimate τi0 as τ̂i0 = Y obs
i − (1/2)g̃obs

i η, where g̃obs
i is the vector gobs

i without its
first element (which is unity).

(b) Impute the missing potential outcomes for the ith unit using

Y mis
i = Gmis

i

(
τ̂i0
η/2

)
.

Now that the missing potential outcomes are imputed, the sharp null hypothesis
H
η
0 can be tested by first choosing a suitable test statistic, and second comparing its

observed value with its randomization distribution. This distribution can be obtained by
enumerating all possible treatment assignments under the actual treatment mechanism,
and computing the value of the test statistic that would have been observed for each such
assignment. There are many possible choices for the test statistic, e.g., the F-statistic
associated with the decomposition of the total sum of squares of the observed outcomes,
or the factorial effect with the largest estimated value(unscaled and scaled versions).

Note that the sharp null hypothesis H0
0 denotes the sharp null hypothesis with no

treatment effects, in which case all the missing potential outcomes for a particular unit
are imputed by the observed outcome for that unit. Testing such a hypothesis is a
special case of the strategy discussed earlier in this subsection and is straightforward.
The proposed methodology can also be used to test a sharp null hypothesis where some
components of η are zero, for example, the sharp null hypothesis of no three-factor or
higher order interactions. The single imputation strategy for such sharp null hypothesis



Causal inference from 2K factorial designs using potential outcomes 15

will have to use the estimated effects for the non-null components of the η vector. As an
example, consider an unreplicated 23 experiment in which we are interested in testing
the sharp null hypothesis that the third order interaction is zero for all units. Such a
hypothesis can be formulated asH

η
0 with η = (η1, η2, η3, η4, η5, η6, 0), and by substituting

ηj by ̂̄τ .j for j = 1, . . . , 6.
The task of segregating “active” effects from “inactive” effects (where “inactive” is

defined in the sharp sense) is more complicated. To address such problems, it is intuitive
to use a sequential strategy that either starts with a null model and uses a step-wise
procedure to add active effects in decreasing order of magnitude, or starts with a full
model and uses a step-wise procedure to remove inactive effects; these issues are a distinct
research effort.

5.2. Obtaining Fisherian intervals for factorial effects
To obtain Fisherian intervals, we first obtain estimates ̂̄τ .j of the factorial effects from
the observed data using (9). The next task is to obtain ranges of plausible values for
each factorial effect under the stated randomization scheme, using the above estimates.
This task is done by (i) considering a sequence of sharp null hypotheses for the fac-
torial effects, (ii) imputing the missing potential outcomes under each sharp null, (iii)
computing p-values for each factorial effect using their randomization distributions, and
(iv) identifying ranges of values for the factorial effects for which the p values are not
extreme.

Having generated the complete set of potential outcomes for all N experimental units,
we now compute the estimated factorial effects ̂̄τ .j , j = 1, . . . , J − 1, for each possible
assignment of N experimental units to the J treatment combinations, generating a
randomization distribution for each effect. In practice, owing to the large number of
possible arrangements, a random sample of the set of all possible assignments is typically
obtained. From the randomization distribution, a p-value for each factorial effect is
computed by adding the probabilities of all assignments that lead to a value as or more
extreme than the value observed for the estimate of that factorial effect.

Let p(ηj) denote the p-value for the factorial effect ̂̄τ .j , j = 1, . . . , J − 1 under the

sharp null hypothesis H
η
0 . The function p(ηj) is monotonic in ηj . Considering different

sharp null hypotheses by varying η, it is possible to obtain ζLj and ζUj satisfying

ζLj = sup{ηj : p(ηj) ≤ α/2}, (31)

ζUj = inf{ηj : p(ηj) ≥ 1− α/2}, (32)

for 0 < α < 1. Then, [ζLj , ζ
U
j ] represents 100(1−α)% “Fisherian” or fiducial interval for

the factorial effect τ̄.j .
We now illustrate the proposed approach using a simulated 22 experiment with N =

20 experimental units. The four potential outcomes for each unit are generated using a
multivariate normal model with mean vector (10, 12, 13, 15)′ and covariance matrix

R2 =


1 .5 .5 .5
.5 1 .5 .5
.5 .5 1 .5
.5 .5 .5 1

 .
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The true values of the three estimands are τ̄.1 = 3, τ̄.2 = 2 and τ̄.3 = 0. One set
of observed outcomes obtained using a completely randomized treatment assignment is
shown in Table 3 in the Appendix. From the observed outcomes, point estimates of the
factorial effects are obtained: ̂̄τ .1 = 2.98, ̂̄τ .2 = 1.74, and ̂̄τ .3 = 0.36.

We formulate 100 different sharp null hypotheses of the form τ i = η by choosing
100 different vectors η uniformly from the region Dη = [−6, 6]3. For each of these
sharp null hypotheses, the missing potential outcomes in Table 3 are imputed using the
methodology described earlier in Section 5.1. Then, a randomization distribution for
each factorial effect is obtained by computing the effect from each of 1000 random draws
from the set of possible randomizations. Figure 1 shows the randomization distributions
of τ̄.1, and τ̄.2 under one of the 100 sharp null hypotheses τ i = (4.20,−2.22, 0.81)′, with
the observed estimated values ̂̄τ .1 and ̂̄τ .2 superimposed as vertical lines. The p-values
for factorial effects τ̄.1, and τ̄.2 are obtained as 0.891 and 0.000 respectively from these
randomization distributions.
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Fig. 1. Randomization distributions of τ̄.1 and τ̄.2 for η = (4.20,−2.22, 0.81)

Proceeding in a similar manner, an array of 100 p-values are obtained for each of the
three factorial effects. The plots of p(ηj) versus ηj are shown in Figure 2 for j = 1 and
j = 2, i.e., for the two main effects. As described earlier and shown in the plots, the
95% fiducial limits for the factorial effects are obtained as the maximum and minimum
values of ηj which are smaller than or equal to the 0.025 quantile, and larger than or
equal to 0.975 quantile respectively.

The Neymanian confidence intervals are computed using (28). The 95% Fisherian
and Neymanian confidence intervals for the three factorial effects are shown in Table 2.
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Fig. 2. Plots of p(ηj) versus ηj for j = 1, 2.

Table 2. 95% Neymanian and Fisherian “Fiducial” intervals for the three factorial effects
Factorial effect True value Point estimate Neymanian 95% interval Fisherian 95% interval

τ̄.1 3 2.98 [1.93,4.02] [1.02,4.61]
τ̄.2 2 1.74 [0.69,2.78] [0.01, 3.65]
τ̄.3 0 0.36 [-0.69,1.40] [-1.38, 1.91]



18 Dasgupta et al.

We observe that the Fisherian intervals have widths 3.59, 364 and 3.28, and are wider
than the Neymanian intervals (2.09 for each effect). An intuitive justification of this can
be found in Ding (2014), which compares the frequentist properties of the Neymanian
sampling intervals and the Fisherian intervals and shows that the estimated Neymanian
variance of an estimated factorial effect is asymptotically smaller than than the esti-
mated Fisherian variance. However, the Fisherian approach offers greater flexibility for
making inferences about non-standard estimands which are difficult to handle under the
Neymanian framework, and hence is valuable in many situations. Also, Rubin (1984)
provided the following Bayesian justification of the Fisherian approach to inference: it
gives the posterior predictive distribution of the estimand of interest under a model of
constant treatment effects and fixed units with fixed responses. Thus, a natural extension
of the Fisherian approach is a Bayesian inferential procedure described in the following
section.

6. A Bayesian framework

The proposed Bayesian framework is based on Rubin (1978). The key idea is to develop
an imputation model for the missing potential outcomes Y mis, conditional on the ob-
served outcomes Y obs and the observed assignment vector W . Because the treatment
effect is a function of the vector Y of all potential outcomes, which can be partitioned as
(Y obs,Y mis), from which we obtain the conditional posterior distribution of the factorial
effects τ̄.j . To this end, let f(Y |Θ) denote a suitable probabilistic model for Y i, where
Θ is a vector of parameters with a suitable prior distribution. For random quantities
a, b we use the notation [a|b] to denote the probability density function of a given b.
Posterior inference for the factorial effects τ̄.j entails the following steps:

(a) Obtain [Θ|Y obs,W ], the posterior distribution for the parameters Θ conditional on
the observed data Y obs and the observed assignment mechanism W using Bayes
rule.

(b) Obtain [Y mis|Y obs,Θ,W ], the conditional posterior distribution of Y mis given
Y obs, Θ and W . The distribution for [Y mis|Y obs,Θ,W ] is the posterior predictive
distribution corresponding to the original model [Y |Θ] (see Rubin (1978)).

(c) Next obtain the imputation model [Y mis|Y obs,W ] by marginalizing the posterior
predictive distribution in step 2 over the parameter Θ.

(d) Finally, obtain the posterior distribution for the factorial effects τ̄.j .

As mentioned at the end of the previous section, this Bayesian approach is a natural
extension of the Fisherian approach in the sense that it extends the single-imputation
strategy for inference to a strategy based on multiple imputation of missing potential
outcomes. The Bayesian method permits us to incorporate easily prior information
on factorial effects, often available when analyzing factorial experiments. Even in the
absence of such information, assumptions like effect hierarchy (lower order effects are
more likely to be important than higher order effects, and effects of the same order are
equally likely to be important) and sometimes effect heredity (in order for an interaction
to be significant, at least one of its parent factors should be significant) are made to
distinguish active effects from inactive effects. Details of these principles can be found
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in Wu and Hamada (2011). These principles can easily be adopted in the Bayesian
approach proposed in this section, thereby sharpening the posterior inference for factorial
effects. Prior distributions of unit-level factorial effects under the effect hierarchy and
heredity principles can be postulated, following the methodology of Chipman et al.
(1997). Next, because Y i is a linear transformation of the vector of unit-level factorial
effects by virtue of the identity (29), prior distributions of the unit-level factorial effects
τij ’s can be directly substituted into the hierarchical model. Under the normal model,
following Chipman et al. (1997), it is possible to obtain closed forms for the conditional
distributions and subsequently use a Gibbs sampler to draw samples from the posterior
distributions of the estimands. It is worthwhile to mention that this Bayesian approach
can also be used to distinguish “active” factorial effects from the “inactive” ones, thereby
extending the Fisherian approach described in Section 5.1.

We now illustrate some connections between Bayesian inference and Neymanian in-
ference discussed in Section 4 by applying the above methodology to balanced factorial
designs using a simple hierarchical model with conjugate prior distributions. Consider
following hierarchichal model:

[
Y i|µ, σ2

] i.i.d
= N2K (µ, σ2Ω) , Ω =


1 ρ · · · ρ
ρ 1 · · · ρ
· · · · · · · · · · · ·
ρ ρ · · · 1

 .

[
µ|σ2

]
= N2K (µ0, σ

2/r0 I2K ) ,[
σ2

]
= IG(α, β) .

(33)

Thus the interclass correlation for the potential outcomes for each experimental unit
is equal to ρ, which is considered known. Here IG(α, β) denotes the inverse gamma
distribution with density function f(x;α, β) proportional to x−α−1e−β/x, where hyper-
parameters α, β, µ0 and r0 are assumed known. As discussed in Imbens and Rubin
(2014), for moderate sample sizes the analysis will not be sensitive to the choice of
priors as long as they are not too dogmatic.

The prior distribution in the hierarchical model (33) is chosen to be conjugate and
thus posterior inference and sampling from the posterior predictive distribution is straight-
forward. After working through steps (a)-(d) (refer to the proof of Theorem 6.1 in the
Appendix), we arrive at the following result on the posterior distribution of the factorial
effects:

Theorem 6.1. Assume that the potential outcomes follow the model (33) and fix a
factorial effect τ̄.j. Then, for a completely randomized assignment mechanism,

E(τ̄.j |Y obs,W ) = mj , (34)

Var(τ̄.j |Y obs,W ) =
V

22(K−1)

( 1

N
C(ρ) + 2K

r + r0
(1− 1− ρ

2K
)2
)

where

mj =
(
1− 1− ρ

2K
) 1

2K−1
g′jm+

1− ρ

2K
̂̄τ .j ,
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V denotes the posterior expectation of σ2, given by

V = E(σ2|Y obs,W ) =
β + (r−1)

2

∑
z s2(z) + 1

2

∑
z

rr0
r+r0

m2(z)

α+ 2K−1r − 1
,

and C(ρ) =
(
(1− ρ2)(2K − 1)− 2ρ(1− ρ)(2K−1 − 1)

)
.

Although the expressions for the posterior expectation and variance of τ̄.j derived in
Theorem 6.1 appears somewhat complicated, they reduce to simple forms under spe-
cific conditions. This is clear from the following corollary, which also establishes the
relationship between the Bayesian and Neymanian estimators of τ̄.j .

Corollary 6.1.1. For the model (33),

lim
r0→0

E(τ̄.j |Y obs,W ) = ̂̄τ .j ,
lim

α→1,β→0
lim
r0→0

Var(τ̄.j |Y obs,W ) =
4Vℓ

N
(1− 1− ρ

2K
)

where ̂̄τ .j is the Neymannian estimator for the mean, defined by (9), and Vℓ =
(r−1)

r
1
2K

∑
z s2(z).

Remark 6.1. The connection between the Bayesian and Neymanian estimators of
τ̄.j, as seen from Corollary 6.1.1, is quite intuitive. Note that r0 can be thought of as
a “prior sample size”. Thus, the condition r0 → 0 can be interpreted as lack of prior
information on the mean vector of the potential outcomes, or alternatively, as a diffuse
prior for the mean vector µ. The condition α → 1, β → 0 leads to a diffuse prior for the
variance parameter σ2. Collectively, these conditions reflect lack of prior information
about the distribution of the potential outcomes.

It is also worthwhile to note that, in the expression for Vℓ, the multiplicative term
r−1
r → 1 as the number of replicates r → ∞. Therefore, Vℓ → s2 as r−1

r → 1, where

s2 = 2−K
∑

z s2(z) is an unbiased estimator of the true common variance S2 of all
potential outcomes. Thus, as r → ∞, the posterior variance of the factorial effect τ̄.j,
corresponding to the reference prior, which is derived in Corollary 6.1.1, approaches

the unbiased estimator V̂ arNey(̂̄τ .j |Y ) defined by (24). Finally, for any finite r, Vℓ is
smaller than its limit s2, which shows that the posterior variance for the finite population
estimand τ̄.j is smaller than the variance estimate for the super population estimand
g′
jµ/2. Neither asymptotic Neymanian inference nor inference based on OLS makes this

distinction.

7. An example to demonstrate the advantages of the potential outcomes model
in causal inference from 2K factorial experiments

We now discuss an educational experiment that serves to motivate example for this
research project. Unfortunately, owing to budgetary restrictions and other practical
complications, the experiment has not been conducted yet. However, the background
and setting of this study serves as a perfect example of situations that gives the potential
outcomes framework a distinct advantage over the linear model-based inference.
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The New York Department of Education (DOE) plans to examine the causal effects
of five new interventions (described below) and their possible interactions on the per-
formance of N = 224 high Schools using a randomized experiment. The measure of
performance, or response (Y ), is typically a score in the school’s Progress Reports, is-
sued annually near the start of the school year. This score can be a number between 1
and 100; but it can also be an ordinal number (e.g., on a five-point or a ten-point scale).
The five interventions whose causal effects are to be evaluated are:

(a) Quality Review (Q) : The Quality Review is a two- or three-day school visit by
experienced educators to each New York City school.

(b) Periodic Assessments (P): Students take Periodic Assessments several times through-
out the school year to give teachers more information about what students have
learned. Teachers use these assessments along with other school work and what
they see in class to learn where students need more help and plan targeted instruc-
tion.

(c) Inquiry teams (I): Schools create a broad-based Inquiry Team of the principal
and several teachers that would use a multi-step cycle of inquiry to identify skill
gaps for “target” low-performing students and address their learning needs through
instruction and changes in systems that inhibit their success.

(d) School-wide performance bonus program (S): This program features a school-wide
reward structure over which school-based committees have authority. It utilizes
multiple measures of teacher effectiveness.

(e) Providing education and support to promote the usage of ARIS, an online database
for educators that enables teachers to view student information, explore instruc-
tional resources, and collaborate with teachers in their own school and across New
York City.

Each school will receive either the “treatment” level or the “control” level of each
of the above five factors depending on the experimental design. We now list a few
complexities associated with this experiment, that cannot be handled by the traditional
ordinary least squares (OLS) approach to analysis of factorial designs, and argue that
the proposed Bayesian approach of imputing missing potential outcomes is arguably the
only way out to tackle such complexities.

1. Performing inference for finite population estimands and distinguishing
it from inference for super-population estimands: This experiment focuses on
a finite population of 224 schools and hence the finite population estimands τ̄.j are of
primary interest. Super-population estimands τ̄SP.j can be defined if the DOE wishes to
extend the inference to a larger population of schools from which these 224 schools can
be considered to be randomly sampled. However, such estimands are less meaningful in
comparison to finite population estimands because the 224 schools are, in reality, not
picked randomly from any population, but chosen carefully as those which desperately
need performance improvement.

The Bayesian framework explained in Section 6, permits us to perform inference
for finite population estimands and super population estimands separately. Intuitively,
probability intervals for finite population estimands should be shorter than that for the
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super-population estimands. This is easily seen from the result in Corollary 6.1.1. For
a completely randomized treatment assignment mechanism, the estimated variance of
each estimated factorial effect using OLS (same as the conservative estimate obtained
under the Neymanian framework from (24)) is obtained as

V̂arNey(̂̄τ .j |Y ) = (4/N)2−K
∑
z

s2(z).

This is, in fact, an unbiased estimator of the variance of unbiased estimators of the
super-population estimands τ̄SP.j , a Bayesian analogue of which is the posterior variance

of 2K−1g′
jµ under model (33). We showed in Corollary 6.1.1 that under model (33) and

in the absence of any prior information, the posterior variance of the finite population

estimand τ̄.j is (r− 1)/r times V̂arNey(̂̄τ .j |Y ). Consequently, if a 25 full-factorial experi-
ment is conducted with r = 7 schools per treatment combination, 100(1−α)% Bayesian
probability intervals for τ̄.j will be approximately 14% shorter than the 100(1 − α)%
confidence intervals for τ̄SP.j , obtained by using OLS.

2. Performing inference with practically meaningful non-standard estimands:
Consider a situation where the distribution of unit-level factorial effects τij is expected
to have some extreme values or outliers for all (or most) j. This can happen when there
are a small number of schools that are highly superior to inferior to the rest. In such
a situation, the median of the unit-level factorial effects τij may be a more meaningful
estimand than their average. Thus, it is more meaningful to define the population-level
estimands as

˜̄τ.j = Med
1≤i≤N

τij .

The inference for such an estimand becomes straightforward if the missing potential
outcomes are imputed using the Bayesian approach described in Section 6.

3. Complex randomization and semi-observational studies: We assume that
all of the N schools will participate in the experiment. However, assigning the units
randomly to the 32 treatment combinations is not possible. Most schools have strong
opinions about intervention S; whereas some of the schools are in favor of trying it
out, some are strongly against its introduction – not even for experimental purposes.
Therefore, one possible way to implement the design with a factorial structure is to
randomly assign the schools to treatment or control levels of the other four factors,
and let them “self-select” the level of intervention S. This immediately creates two
complications: (i) possible loss of balance and (ii) drawing inferences about causal effects
from a semi-observational study with a factorial structure. While the former problem is
much more straightforward to tackle with the potential outcomes framework; the latter
is more challenging. We now briefly explain with a simple toy example how the proposed
framework can address the latter problem, whereas the OLS approach may not work in
such a situation

For ease of exposition, let us consider a 22 experiment with two factors Q and S and
assume that we have N = 8 schools, four of which select level -1 and the remaining four
select level +1 of S. Assume the following table of potential outcomes for the 8 units:
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Unit (-1,-1) (-1,1) (1,-1) (1,1) τi1 τi2 τi3
1 60 70 70 80 10 10 0
2 50 60 60 70 10 10 0
3 55 65 65 75 10 10 0
4 52 62 62 72 10 10 0
5 73 63 83 73 10 -10 0
6 65 55 75 65 10 -10 0
7 70 60 80 70 10 -10 0
8 60 50 70 60 10 10 0

The first four schools pick level 1 of factor S because the management are aware of
the fact that such a choice is likely to increase the potential outcome. The same reason
makes the last four schools opt for level -1. The true values of the finite-population
estimands τ̄.1 (main effect of Q), τ̄.2 (main effect of S),and τ̄.3 (interaction effect) are 10,
0 and 0 respectively.

A typical treatment assignment assigns level 1 of S to units 1-4, level -1 of level S to
units 5-8, and levels of Q at random to the 4 units of each group. It is easy to check that,
for each of these treatment assignments, the point estimate of τ̄.2 is -2.75. The proper way
to estimate τ̄.2 is to correctly impute the missing potential outcomes by (i) understanding
the assignment mechanism and (ii) using covariate information. Typically in social,
biomedical or behavioral experiments, a substantial amount of covariate information is
available on the experimental units. In the school study, a set of about 30 covariates
are recorded for each school. Assume that the entire information about a school’s choice
of a level of factor S is captured by the vector of covariates. For example, consider an
important covariate: the previous year’s score. A plausible scenario is, schools with
high previous year scores tend to choose the control level (-1) of factor S to keep things
stable. On the contrary, schools with low scores tend to choose the treatment level (+1)
of factor S with the expectation of increased motivation of teachers. Such information
allows us to define non-ignorable assignment mechanisms (Rubin, 1978) in terms of
important covariates, which can be used to impute missing potential outcomes through
steps (a)-(b) described in Section 6, and consequently make better inference about the
estimands.

8. Concluding Remarks

In this article we have proposed a framework for causal inference from 2K factorial
design using the concept of potential outcomes. Factorial effects are defined for a finite
population, and the definitions are extended to estimands for a super population. We
have discussed procedures for inferring these estimands under the Neymanian, Fisherian
and Bayesian frameworks. Through these discussions and several examples, we have
demonstrated how the utilization of potential outcomes results in better understanding
of the estimands and allows greater flexibility in statistical inference of factorial effects,
compared to the commonly used linear model based approach.

Other than the benefits already demonstrated in this article, the proposed framework
can provide a foundation for addressing complex problems associated with the design
and analysis of social, behavioral and medical experiments. Examples of these problems
are: (i) unbalanced factorial experiments, (ii) factorial experiments with covariates, (ii)



24 Dasgupta et al.

factorial experiments with randomization restrictions, (iii) semi-observational studies
with a factorial structure (e.g., experimental units self-select the levels of one or more
factors), and (iv) matched sampling in observational studies with a factorial structure.
We are therefore hopeful that this article will open up a large number of research prob-
lems motivated by complex multi-factor experiments in social, medical and behavioral
sciences and help experimenters in making more meaningful causal inference from such
experiments.
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Appendix

Proof of Theorem 4.1. We argued that Ȳ obs(z) defined by (8) is an unbiased estimator

of Ȳ (z). Therefore, the vector Ȳ
obs

in (9) is an unbiased estimator of Ȳ defined by (3).
Comparing (9) and (2), it immediately follows that E(̂̄τ .j) = τ̄.j . ♢

Proof of Theorem 4.2.

The following four lemmas are used to derive important sampling properties of
Ȳ obs(z), and consequently, those of the estimated factorial effects. The first two lemmas
concern the assignment variable Wi(z). Define

Di(z) = Wi(z)−
r

N
, (35)

where E(Di(z)|Y ) = 0. Then,

Lemma 8.1. For i, i′ = 1, . . . , N and any treatment combination z,

E
(
Di(z)Di′(z)|Y

)
=


r(N−r)

N2 if i = i′ ,

−r(N−r)
N2(N−1) if i ̸= i′ .

Lemma 8.2. For i, i′ = 1, . . . , N and any two distinct treatment combinations z and
z∗, i.e., z ̸= z∗

E
(
Di(z)Di′(z

∗)|Y
)
=


−r2

N2 if i = i′ ,

r2

N2(N−1) if i ̸= i′ .

Lemma 8.3. The quantities S2(z) and S2(z, z∗), given by (11) and (14) respectively,
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can be expressed in the following alternative forms:

S2(z) =
1

N

[ N∑
i=1

Y 2
i (z)−

1

N − 1

N∑
i=1

N∑
i′=1,i′ ̸=i

Yi(z)Yi′(z)
]
,

S2(z, z∗) =
1

N

[ N∑
i=1

Yi(z)Yi(z
∗)− 1

N − 1

N∑
i=1

N∑
i′=1,i′ ̸=i

Yi(z)Y
′
i (z

∗)
]
.

The proof of the above lemmas are straightforward and follow from basic probability
arguments and algebraic manipulations. We now state a fourth lemma as follows:

Lemma 8.4.

Var(Ȳ obs(z)|Y ) =
N − r

rN
S2(z), for all z, (36)

Cov(Ȳ obs(z), Ȳ obs(z∗)|Y ) = − 1

N
S2(z, z∗) for all z ̸= z∗, (37)

where S2(z) and S2(z, z∗) are defined in Lemma 8.3.

The proof of Lemma 8.4 follows by straightforward application of Lemmas 8.1 - 8.3.
Let gjl denote the lth element of vector gj , j = 0, . . . , J − 1, l = 1, . . . , J , and let zl

denote the lth treatment combination, l = 1, . . . , J . From (9), we have

Var(̂̄τ .j) = 2−2(K−1)g′
jVar(Ȳ

obs
) gj

= 2−2(K−1)

{ J∑
l=1

g2jlVar(Ȳ
obs(zl)) +

∑∑
l ̸=l′

gjl gjl′Cov(Ȳ
obs(zl), Ȳ

obs(zl′))

}

= 2−2(K−1)

{ J∑
l=1

g2jl
N − r

rN
S2(zl)−

1

N

∑∑
l ̸=l′

gjl gjl′ S
2(zl, zl′)

}
, (38)

the last step following from 8.4. Now, from (12), we have

S2
j =

1

N − 1
2−2(K−1)

N∑
i=1

(g′
jY i − g′jȲ )2

=
1

N − 1
2−2(K−1)

N∑
i=1

{ J∑
l=1

gjl
(
Yi(zl)− Ȳ (zl)

)}2

= 2−2(K−1)

{ J∑
l=1

g2jlS
2(zl) +

∑∑
l ̸=l′

gjl gjl′ S
2(zl, zl′)

}
.

Consequently, ∑∑
l ̸=l′

gjl gjl′ S
2(zl, zl′) = 22(K−1)S2

j −
J∑

l=1

g2jlS
2(zl) . (39)
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Substituting (39) into (38), we get

Var(̂̄τ .j) = 2−2(K−1)

{ J∑
l=1

g2jl

(N − r

rN
+

1

N

)
S2(zl)−

1

N
22(K−1)S2

j

}
=

1

22(K−1)r

{∑
z

S2(z)− 1

N
S2
j

}
,

the last step following from the fact that g2jl = 1 for all j, l. ♢

Proof of Theorem 4.3. From (9), we have

Cov(̂̄τ .j , ̂̄τ .j′) = 2−2(K−1)g′
jVar(Ȳ

obs
) gj′

= 2−2(K−1)

{ J∑
l=1

gjlgj′lVar(Ȳ
obs(zl)) +

∑∑
l ̸=l′

gjl gj′l′Cov(Ȳ
obs(zl), Ȳ

obs(zl′))

}

= 2−2(K−1)

{ J∑
l=1

gjlgj′l
N − r

rN
S2(zl)−

1

N

∑∑
l ̸=l′

gjl gj′l′ S
2(zl, zl′)

}
, (40)

the last step following from (36) and (37). Now, from (22), we have

S2
jj′ =

1

N − 1
2−2(K−1)

N∑
i=1

(g′
jY i − g′

jȲ )(g′
j′Y i − g′

j′Ȳ )

=
1

N − 1
2−2(K−1)

N∑
i=1

{ J∑
l=1

gjl
(
Yi(zl)− Ȳ (zl)

)}{ J∑
l=1

gj′l
(
Yi(zl)− Ȳ (zl)

)}

= 2−2(K−1)

{ J∑
l=1

gjlgj′lS
2(zl) +

∑∑
l ̸=l′

gjl gj′l′ S
2(zl, zl′)

}
.

Consequently,

∑∑
l ̸=l′

gjl gj′l′ S
2(zl, zl′) = 22(K−1)S2

jj′ −
J∑

l=1

gjlgj′lS
2(zl) . (41)

Substituting (41) into (40), we get

Var(̂̄τ .j) = 2−2(K−1)

{ J∑
l=1

gjlgj′
(N − r

rN
+

1

N

)
S2(zl)−

1

N
22(K−1)S2

jj′

}
=

1

22(K−1)r

[ ∑
z∈Z−

j

∩
Z−

j′

S2(z)−
∑

z∈Z−
j

∩
Z+

j′

S2(z)−
∑

z∈Z+
j

∩
Z−

j′

S2(z) +
∑

z∈Z+
j

∩
Z+

j′

S2(z)
]
− 1

N
S2
jj′

and the proof is finished. ♢
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Proof of Equation (18). Each of the sets Z−
j and Z+

j have cardinality 2K−1. Thus(
2K−1

2

)
pairs of distinct treatment combinations can be formed within each of these sets.

Because the total number of pairs of distinct combinations is
(
2K

2

)
, the number of pairs

in the set Z−
j

∩
Z+
j is

(
2K

2

)
− 2

(
2K−1

2

)
. Consequently, from (16), we have

S2(̂̄τ .j) = 1

22(K−1)

[(
2K

2

)
+ 2ρ

{
4

(
2K−1

2

)
−
(
2K

2

)}]
S2,

and the result follows after simple algebraic manipulations. ♢

Proof of Theorem 6.1.
Recall Ȳ obs(x) from (8). For z ∈ Z, define the quantities

m(z) =
rȲ obs(z) + r0µ0(z)

r + r0
.

Also define the vector m2K×1 = (m(z))z∈Z . The posterior distribution of the model
parameters τ , σ2 are given by:

[µ|Y obs, σ2,W ] = N(m,
σ2

r0 + r
I2K ) ,

[σ2|Y obs,W ] = IG
(
α+ 2k−1r , β +

(r − 1)

2

∑
z

s2(z) +
1

2

∑
z

rr0
r + r0

(Ȳ obs(z)− µ0(z))
2
)
,

(42)

where s2(z) = 1
(r−1)

∑
i:Wi(z)=1(Y

obs
i (z)− Ȳ obs(z))2. Note that (42) represents step (a)

of the four steps involved in making posterior inference of τ̄.j , as described earlier in
Section 6.

Let z(i) denote the treatment combination, to which the ith observation is assigned.
Then Y mis

i |Y obs
i is a multivariate Gaussian. For any z, z∗ ̸= z(i),

[Y mis
i (z)|Y obs

i ,µ, σ2,W ] = N(µ(z) + ρ(Y obs
i − µ(z(i))), σ2(1− ρ2)) ,(43)

Cov(Y mis
i (z),Y mis

i (z∗)|Y obs
i ,µ, σ2,W ) = σ2ρ(1− ρ) .

Define the quantities,

m̃j =
1

2K−1

[(
1− 1− ρ

2K
)
g′
jµ+

1− ρ

2K
g′
j Ȳ

obs
]
,

vj =
σ2

22(K−1)
C(ρ) .

Using (43) and the definition of τij , for every j we see that τij is a Gaussian random
variable with variance vj for all i. Furthermore, conditional on µ, σ2 and Ȳ obs, τ̄.j =
1
N

∑N
i=1 τij has mean m̃j . Now we use the crucial fact that τij and τi′j are independent,

conditional on µ, σ2, Y obs for all i ̸= i′. Thus it immediately follows that

[τ̄.j |Y obs,µ, σ2,W ] = N
(
m̃j ,

1

N
vj
)
. (44)
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Marginalizing over the posterior distribution of µ and σ2, we see that the posterior of
a factorial effect τ̄.j follows a t-distribution. Now the first claim follows from the fact
that E(τ̄.j |Y obs,µ, σ2,W ) = m̃j (see (42)) does not depend on σ2. Thus by the law of
iterated expectations,

E(τ̄.j |Y obs,W ) = E(m̃j |Y obs,W ) = mj .

Now we turn to the variance of τ̄.j . Since Var(E(τ̄.j |Y obs, σ2,W )) = 0, it follows that

Var(τ̄.j |Y obs,W ) = E(Var(τ̄.j |Y obs, σ2,W )). Again, using the variance formula for iter-
ated expectations,

Var(τ̄.j |Y obs, σ2,W ) = E(Var(τ̄.j |Y obs,µ, σ2,W )) + Var(E(τ̄.j |Y obs,µ, σ2,W ))

=
1

N

σ2

22(K−1)
C(ρ) + σ2

22(K−1)

2K

r + r0

(
1− 1− ρ

2K
)2

(45)

where for the last term we have used (42). Now the claim follows from (45) and the fact
that E(σ2|Y obs,W ]) = V , finishing the proof. ♢

Proof of Corollary 6.1.1. From Theorem 6.1, limr0→0 E(τ̄.j |Y obs,W ) = limr0→0mj .

lim
r0→0

mj = lim
r0→0

(
1− 1− ρ

2K
) 1

2K−1
g′jm+

1− ρ

2K
̂̄τ .j

=
(
1− 1− ρ

2K
)̂̄τ .j + 1− ρ

2K
̂̄τ .j = ̂̄τ .j

where in the penultimate step, we used the fact that limr0→0m(z) = Ȳ obs(z), proving
the first claim. For the variance, using Theorem 6.1 and straightforward algebra via the
fact limα→1,β→0 limr0→0 V = Vℓ yields the result. ♢.
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